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Fig. 1. VelociTrack enables touch interaction on uninstrumented physical surfaces. As a user approaches a
wall-anchored XR interface (Left), two high-speed cameras (791 FPS) in the headset track and triangulate
the user’s fingertips, from which we derive their velocity and acceleration. Using only this motion data, our
model predicts touch events, which can then be used in end-user applications.

Finger-worn IMUs have been shown to be very accurate at detecting touch events on physical surfaces,
enabling input to physically-bound XR interfaces. In this work, we describe a new XR headset method for
detecting finger touch events on ad hoc surfaces, without needing the user to wear anything on their fingers
or hands. Instead, our method uses a pair of high-speed headset cameras to track and triangulate the position
of the user’s fingertips in 3D space. We take the first and second derivatives of this signal to estimate a finger’s
velocity and acceleration. At almost 800 Hz, our system’s output is similar to a worn IMU, but with bare hands.
Using this signal, we can then detect rapid and characteristic decelerations of the finger, indicative of touch.
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1 Introduction

Appropriating surfaces in the world ad hoc for tactile touch input on virtual computing interfaces
has been investigated for more than three decades [63]. With XR headsets and glasses becoming
increasingly accessible and mainstream, there is a renewed e�ort [34, 35, 50, 54] by the HCI
community to tackle this long-standing technical problem. To this literature, we contribute a new
method that can be self-contained in an XR headset (or future glasses) and work across any hard
surface, including transparent materials such as glass. Importantly, the user does not need to wear
any special accessory on their hands, a common requirement in prior work (�ngertip vibration
sensors [28], �nger-attached optical sensors [69], IMU rings [14, 26], wrist-worn cameras [36], etc.).

Our method uses a pair of high-speed headset cameras to track and triangulate the position
of a user's �ngertip in 3D space. In essence, it is a special-purpose stereo camera, producing one
value: index �nger depth. We take the �rst and second derivatives of this signal to estimate �nger
velocity and acceleration. At almost 800 Hz, our method's output resembles that of a �nger-worn
IMU�previously shown to be a useful signal [14, 51, 52]�but with bare hands. We use this virtual
motion data to detect the rapid and characteristic decelerations of a �nger that occur when touching
a surface.

We note that unlike prior camera-based methods, operating most typically between 30-60 FPS,
our technique works well for rapid touches and double taps. Not only do systems with slower
cameras su�er from motion blur, but they can also entirely miss touch events due to under-sampling.
In Figure 2 we show example data including a sharp corner in the depth plot when the �nger
decelerates upon touch down, a key feature. Fast touch events last only around 75 ms, and the
telltale rapid deceleration to zero velocity lasts only ~20 ms [3]. Nyquist would imply an absolute
minimum �oor of 100 Hz sampling to capture this motion feature. Even still, this stream might only
capture a pair of frames de�ning the corner, leaving little room for machine learning to integrate
multiple frames to build con�dence before triggering a touch event. In contrast, our hardware
signi�cantly over-samples. Not only do we believe this is more robust, but it also allowed us to run
an ablation study to quantify sensor FPS vs. touch accuracy (results in Section 6.3).

In this respect, our method exhibits two advantageous properties: the remote sensing, bare-hand
nature of hand tracking with a camera, and the high-framerate motion tracking reminiscent of a
�nger-worn IMU. After covering related work, we detail our hardware prototype and software
implementation. To validate and position our approach, we conducted a user study, with results
showing a touch segmentation performance of 0.94 precision and 0.94 recall. We conclude with a
discussion of limitations and avenues for future work.

2 Background

At present, there is no XR device on the market that natively o�ers bare-hands, on-world touch
input. However, these systems do provide reasonably robust 3D hand pose tracking, as well as
capabilities to create 3D scans of the environment and its surfaces. Intuitively, it may seem as though
one can simply combine these two information streams to enable on-world touch functionality
using basic collision testing. However, inaccuracies in both the hand and world tracking compound,
such that this is not actually possible at present.

We can use public benchmarks of accuracy to understand why this is the case. Meta's UmeTrack
paper [17], which is presumably similar to the commercial state-of-the-art hand tracker used in the
Quest line of headsets, reports a mean-per-joint-position-error (MPJPE) of 0.94 cm (i.e., roughly
the thickness of a �nger at its tip). We could not �nd any formal evaluation of 3D scene scanning
accuracy for any headset, but we can visually observe its approximate nature in the visualizations
of the scene mesh (see e.g., [56]). Further, Hu et al. [21] evaluated the spatial tracking accuracy of
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Fig. 2. Real data for an example touch event (distance from headset). Note how VelociTrack's high framerate
captures 1) the distinct corner created at the moment of impact (sudden deceleration to zero velocity), 2)
the plateau while the finger stays grounded to the surface, and 3) the slower withdrawal of the finger as it
pulls away from the surface. Compare this to 30 and 60 FPS data (typical sampling rates for many camera
systems), which obscures most of these characteristic signals.

the Apple Vision Pro and Meta Quest 3 (both of which use visual inertial odometry), �nding a mean
absolute position error (APE) of 3.6 and 4.5 cm, respectively. This means any XR touch interface
attached to a position in 3D space (e.g., on a wall) will likely �oat above or sink into a surface.

With spatial error on the order of centimeters, an intuitive collision-based approach for input
sensing is not feasible. In the past, the authors have attempted to implement such functionality on
multiple XR platforms and have found accuracy to be poor, requiring exaggerated �nger withdrawals
and considerable �lter tuning to reject false positive inputs to be remotely workable. One clever
approach to minimize spatial tracking errors is to calibrate the interaction plane right before use
by resting a splayed hand onto a surface, as demonstrated in TriPad [7], and more recently in the
experimental Meta Quest surface keyboard and trackpad [31].

However, even if future advances reduce the spatial error associated with locking UIs to surfaces,
accurate touch tracking would remain a fundamental challenge. Reducing spatial error does not
eliminate errors in hand keypoint estimation, which directly a�ect touch localization. As noted
earlier, state-of-the-art hand-tracking systems currently exhibit approximately 0.94 cm of error
[17]. While further improvements in hand tracking are possible, the �eld is relatively mature, and
a fully ad hoc touch-tracking solution would likely require advances in both surface alignment
accuracy and hand-tracking precision. In contrast, our approach achieves compelling touch-tracking
performance using hand-tracking systems that are available today.

In summary, current systems cannot support on-world touch with their current tracking capabil-
ities, and require additional constraints, user interactions, or sensors [7, 35, 54]. For this reason,
industrial and academic research groups continue to explore methods to practically enable on-world
ad hoc touch input. This is an important goal because many exciting HCI applications have been
proposed assuming the capability of on-world touch, including placing virtual buttons on objects
to control them [18], turning a desk into a keyboard [31, 45], or even placing user interfaces on the
skin [59]. By enabling the ability to track taps independent of surface appearance, without calibra-
tion, with bare hands, and in a self-contained manner, VelociTrack actualizes these applications.
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System
Name

Headset-
Only

Curved
Surfaces

Transparent
Surfaces

Sensor
Location

Sensing
Modality

Model
Type

Performance
(Acc. / F1)

FingerTouch [38] 5 3 3 Fingertip IMUÖ1 Heuristic 94.8%
ActualTouch [52] 5 3 3 Fingertip IMUÖ1 2D-CNN 96.6%
QwertyRing [15] 5 3 3 Fingertip IMUÖ1 SVM 0.995
Gu et al. [14] 5 3 3 Ring IMUÖ1 SVM 0.986
DualRing [26] 5 3 3 Ring IMUÖ2 Random Forest 97.6%
MouseRing [51] 5 3 3 Ring IMUÖ2 RNN 95.5%
TapID [29] 5 3 3 Wrist IMU Ö2 + Tracking Heuristic 0.996
TriPad [7] 3 5 3 Headset Hand Tracking Heuristic 98.0%
EgoTouch [35] 3 3 5 Headset RGB Cam. Transformer 95.6%
TapLight [54] 3 5 5 Headset Mono / RGB Cam. + Laser Heuristic 0.953
EclipseTouch [34] 3 3 5 Headset IR Cam. / LED Transformer 98.0%
VelociTrack (ours) 3 3 3 Headset IR Cam.Ö2 1D-CNN 0.940

Table 1. Overview of key related work. VelociTrack is the only headset-based system that works on curved,
complex, transparent, and specular surfaces with no other wearable instrumentation. Performance metrics
are drawn from published materials as best possible; please consult individual papers for specifics.

VelociTrack could also enable new applications. For instance, an AI assistant on a pair of smart
glasses could use VelociTrack's touch output to detect when a user is touching various objects, and
provide contextual information and assistance.

3 Related Systems

The value of opportunistically appropriating everyday surfaces for input has spawned considerable
prior work. In this section, we provide an overview of key systems that broadly illustrate the
methods researched over the past few decades. We note there is also extensive literature on touch
tracking using instrumented surfaces and environments (e.g., [4, 39, 44, 66]). However, here, we
solely focus on worn, mobile systems. We conclude this section with speci�c attention to uses of
high-speed cameras for user sensing.

3.1 Ad Hoc Touch Tracking with Wearable Devices on the Hand/Arm

Intuitively, sensors placed on the arm, hand, or �nger yield the greatest accuracy, since the signal
is strongest there. Prior systems have leveraged this insight and explored various wearables and
sensing techniques for ad hoc surface touch detection.

3.1.1 IMU.As a user taps a surface, vibrations are produced that travel up the �nger, and thus a
particularly robust prior approach to detecting touch events is to have users wear an IMU on the
�nger or wrist. These taps produce sharp and distinct spikes in the acceleration signals, resulting
in very high segmentation accuracies (e.g., 97.6% in [26] and 94.8% in [38]). As such, IMU systems
worn on the �ngertip [ 38, 52] tend to perform the best, but are least practical. Practicality increases
with form factors further from the �nger such as a ring [14, 15, 26, 49, 51] or wristband [29],
however their noisier signals [52] must be compensated with additional sensors such as a second
IMU [26, 29, 51] or headset hand tracking [29].

The primary downside of IMU systems is that they require additional points of instrumentation
beyond the headset. While they o�er high performance, users must remember to charge and carry
extra devices, which has repeatedly been found to be cumbersome and uncomfortable [10, 37]. In
contrast, indirect sensing through computer vision is a more natural solution that does not inhibit
natural tactile sensation, and needs no per-user calibration [8, 35]. The primary contribution of
this work is using high-speed cameras to enable touch input without any specialized wearables
beyond a headset or glasses, which we assume users already wear for XR.
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As shown in Table 1, IMU systems typically use simple statistical features on windowed motion
data (e.g., max, standard deviation, etc.) as input to heuristics on classical machine learning models.
However as we discuss later in our results (Section 6), we found these models to be sensitive to the
intensity of surface taps, with softer taps performing worse.

3.1.2 Acoustic.Another approach that uses similar vibroacoustic signals is acoustic microphones
and transducers. Passive acoustic sensing systems, such as Skinput [20] and WhichFingers [28],
used piezo �lms to pick up vibrations generated from a tap. Alternatively, prior work has also
explored active acoustic approaches, such as SoundTrak [71] and Acustico [11], which use arrays
of transducers and microphones to transmit and sense inaudible acoustic waves, which re�ect
di�erently based on touch. Acoustic approaches are favored for their simplicity, however they can
have highly varying signals depending on the style of touch and can struggle in loud environments.

3.1.3 RF.The �nal major approach is to utilize RF signals. These systems work by transmitting,
then receiving RF signals through the body or surroundings and examining �uctuations in the
received signal to recognize touches. SkinTrack [73] transmitted signals from a ring to a wristband
using the body as an electrical waveguide to sense touches on the skin near the wristband. ActiTouch
[72] improved this idea by using hand tracking from a headset to remove the need for the ring and
only use wristband electrodes. Finally Z-Ring [61], a more recent system, used a single electrode in
a ring that acted as a transceiver to sense changes in bio-impedance in the hand during touches.

3.2 Ad Hoc Touch Tracking with No Additional Devices

All the previous approaches have the advantage of sensing close to the point of touch contact.
However, a major drawback of all is that they require the user to wear and carry an extra device
in addition to the XR headset. One possible solution, used by systems like ours, is to detect touch
using only sensors inside the headset. This is typically more challenging as the signal used to detect
touches can be diminished at greater distances. Once again, we break our discussion into the three
most popular sensing approaches.

3.2.1 Hand Tracking.All modern XR headsets, such as the Meta Quest and Apple Vision Pro, have
built-in cameras to detect and track the hands for input. For this reason, 3D hand pose has been
a convenient vector from which to inform touch. Many systems, such as TouchInsight [55] and
Richardson et al. [46] modeled hand motion from known behaviors, like keyboard typing, and used
these models to detect touch. Alternatively, TriPad [7] had users "instrument" the surface in virtual
3D space by performing an "L" gesture, after which proximity was used to detect touches. The
challenge with all such approaches is that they require the user to calibrate and pre-register each
surface for input in order to account for hand tracking errors, and thus cannot support ad-hoc
touch input on any surface.

3.2.2 Depth Cameras.Perhaps the most widely known prior approach for headset-only touch
detection has been egocentric depth cameras. Systems such as OmniTouch [19], Imaginary Phone
[16], MRTouch [67], and DIRECT [65], including Fan et al.'s successor [9], took the successful
depth segmentation and �ood �lling ideas explored by Benko and Wilson [4] for non-worn touch
detection and adapted them to the egocentric form factor. RetroDepth used stereo IR cameras
to extract depth from images of the �nger touching a retro-re�ective surface [25]. Although the
system only worked on retro-re�ective surfaces, this technique allowed for easy segmentation of
the �nger from the surface. However, depth cameras have high power consumption, higher noise,
and critically, lower speeds. In fact, we originally experimented with the RealSense D435 depth
camera [23] for VelociTrack, but found its 300 FPS framerate and narrow �eld of view unacceptable.
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3.2.3 IR & RGB Cameras.Finally the most relevant approaches to VelociTrack are those that use
IR/RGB cameras. EgoTouch [35] used an egocentric RGB camera to detect touch contact and force
on the user's skin (including the palm and body) by looking at patterns of skin deformation, shadow
convergence and nail color change during touch events. TapLight [54] used laser speckle sensing
and an IR camera to detect surfaces and when a user tapped on them. However, this approach did
not function well on many common surface materials, and could fail from user head motion and
multiple �ngers. In our prior work, EclipseTouch [34], we used an egocentric IR camera and an IR
illuminator to detect touches on ad hoc surfaces by tracking changes in the structured shadows
cast by the �ngers. However, EclipseTouch could not work on transparent surfaces like glass, due
to the absence of shadows. VelociTrack only images the �ngertip, making it agnostic to the visual
appearance and physical geometry of the surface and enabling it to work on challenging surfaces
like mesh and glass (see Video Figure) that other systems fail on [34, 35, 54].

3.3 High-Speed Cameras for User Sensing

Once inaccessible to consumers, cameras capable of very high framerates are becoming more
commonplace. Cameras found in today's smartphones and XR headsets typically capture video at
30, 60, or 90 FPS, with slow motion capture modes running at 240 FPS or more. The Leap Motion
camera runs up to 200 Hz [60], and the cameras used in high-end commercial motion capture
systems can go even faster (e.g., 1000 FPS with Optitrack's VersaG 120 [43]).

HCI researchers have employed high-speed cameras for user sensing in numerous ways. Xia
et al. [64] used a 120 FPS Vicon camera mounted on a surface to track pre-touch �nger motion
to reduce latency on touch down prediction. Sato et al. [48] used a 160 FPS monochrome camera
mounted above the hand to detect and track high-speed �ick gestures. TipTrack [27] used two
158 FPS monochrome cameras, mounted above a surface, to track surface interactions with a pen.
Notably, they avoided the problem we encountered of tracking the �ngertip/pen at a high speed
by instrumenting the tip of the pen with an IR illuminator. Finally, Niikura et al. [37] used a 145
FPS IR camera to track the in-air motion of the �nger and in-air input taps, by using a bandpass
�lter on the �ngertip Z-position. In their analysis they described how this method had limited
robustness due to quick �ngertip movement and noise in the depth estimation [37] and stated,
"more sophisticated time-series processing will be required to improve the detection of the input
action", which is exactly what VelociTrack attempts to address.

Although di�erent from the high-speed IR cameras we use, high-speed event cameras have
also been used for user sensing. Researchers have used event streams to track 3D body and hand
pose both in exocentric [47, 68] and egocentric [32, 62] perspectives. In order to work, some of
these systems, such as EventHands [47], also had to be trained on a large corpus of data generated
synthetically from an event camera simulator. Event cameras typically work best when the motion
between frames is large, thus although none of these systems explored touch detection, we estimate
a high-resolution event camera would be needed to detect small �nger movements.

Uniquely, VelociTrack is the �rst system that utilizes high-speed cameras to capture a high
sampling rate estimate of �ngertip position and velocity during a tap. This technique makes
VelociTrack less similar to prior depth camera-based techniques and more similar to those that
use worn IMUs. The high-speed motion estimates we capture are uniquely powerful signals that
approximate signals obtained from an IMU worn on the �ngertip, all while requiring no additional
instrumentation beyond a headset.
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Fig. 3. Close-up views of the VelociTrack hardware. We mounted twin HT-SUA33GM-T1V-C machine vision
cameras at an angle to the sides of a �est 3 headset. In the future, we envision high-speed cameras would
be integrated directly into the headset like current inside-out tracking cameras.

4 Implementation

We now describe the details of the hardware and software components that made our proof-of-
concept prototype possible. A complete overview of VelociTrack's processing pipeline is illustrated
in Figure 5.

4.1 Camera Hardware

We use a pair of Huateng Vision HT-SUA33GM-T1V-C cameras [22]. These global shutter cameras
o�er a maximum sustained framerate of 791 FPS with a 640Ö480 resolution over USB 3.0. To these
we attach Arducam120� wide-angle CS lenses [2]. We purposely selected a monochrome sensor
(i.e., no Bayer �lter mosaic) for its improved light sensitivity, crucial at higher framerates where
exposure time is limited. To boost this sensitivity further, we also removed the IR cut �lter in front
of the CMOS sensor to make it maximally wideband (roughly 350-1000 nm). As can be seen in
�gures throughout this paper, this sensitivity is su�cient in normal indoor lighting conditions.

4.2 Headset & Laptop

As a prototype headset to instrument, we used a Meta Quest 3. This, along with our two USB
cameras, was tethered to a Dell G16 7630 laptop, where our software pipeline ran. The two cameras
were a�xed to the sides of our headset with custom 3D-printed mounts (Figures 1 and 3), with a
center-to-center distance of 22 cm. The cameras are angled inwards 15°and downwards 20°so that
their �elds of view better overlap when the user's hands are operating in front of the user. At full
framerate, each camera consumes 1.2 W for a total of 2.4 W.

4.3 Triangulation

To determine a �ngertip's position in 3D space, we require two 2D camera images. Each pixel in
the camera can be thought of as a 3D ray through space, with the center-most pixel in the image
having a phi and theta of 0°and 0°(i.e., the normal vector). Where the two rays intersect in space is
the 3D position of the target. As our cameras are on the same horizontal plane, we can e�ciently
approximate the depth of the tracked point with trigonometry using only the two x-positions of
the �ngertip.

4.4 Finger Tracking

As a proof-of-concept, we only track the tip of the index �nger on the user's dominant hand, as
this is a common digit for interaction. However, we note that an identical pipeline can be run for
the other �ngers.

Our software interleaves two di�erent �nger tracking approaches. First, we use Google's Medi-
aPipe [12] as a heavyweight, but reliable, egocentric hand tracker. This runs at a maximum speed of
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Fig. 4. Side-by-side comparison of the motion signals obtained by VelociTrack, our baseline finger-worn IMU,
and �est 3 hand tracking during a tap. VelociTrack and �est 3 hand tracking both sense depth (top) from
which we derive velocity and acceleration, while the IMU senses acceleration (bo�om) which we integrate to
get velocity and depth. Call-outs show the key signal used for detection. For depth this feature is a sharp
corner upon touch down, for velocity it is a sharp drop then flat plateau, and for acceleration it is a large
downward spike. VelociTrack captures the depth and velocity features best; for acceleration the spike is
present, albeit noisier than the worn IMU. Meanwhile, the 70 FPS sampling rate of the �est 3 hand tracking
is too low to make out any features well.

~60 FPS on our laptop, and thus we cannot rely on this for high-speed tracking (i.e., at 791 FPSÖ2
cameras). Instead, we run MediaPipe on every 30th frame coming from our 791 FPS camera streams
(i.e., ~26 Hz). For the intervening 29 camera frames, we turn to a much more e�cient tracking
solution: template matching.

As a template, we use a 40Ö40 px patch centered on the �ngertip position provided by the last
MediaPipe-labeled frame. On subsequent frames, we take a 50Ö50 px crop centered on the last
known �ngertip position. This small 5 px padding on all sides is su�cient to capture even fast hand
motions. For example, a �nger traveling at 1 m/s horizontally across the �eld of view, 50 cm away
from our cameras, translates only 1.6 pixels per frame at 791 FPS.

Next, we scale up our �ngertip template and newly cropped region by a factor of six (i.e., �ngertip
template = 240Ö240 px; camera frame crop = 300Ö300 px) using bilinear interpolation. We then run
OpenCV's template matcher function [41] repeatedly with a small 3Ö3 grid search of rotations (-10°,
0°, 10°) and scales (0.9, 1.0, 1.1), and the best matching patch is selected. Due to our 6Öupscaling, we
are able to resolve "sub-pixel" matches, which we found improves tracking accuracy and stability.

Compared to MediaPipe, our template matcher is very computationally e�cient, allowing us to
track the �ngertip at our camera's full 791 FPS. This process is run for both cameras independently
and simultaneously (i.e., our tracker is actually running at 1582 FPS). We note, however, that patch
matching struggles at high hand velocities, and can drift over time as the �nger changes in pose,
rotation, or illumination. Using template matching as our primary algorithm, with periodic "ground
truth" template updates from MediaPipe, allows us to utilize the strengths of both techniques,
achieving robust and resilient tracking at very high speeds.
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Fig. 5. The VelociTrack system pipeline. Our fingertip tracking algorithm alternates between MediaPipe and
template matching to track the finger at a high speed. We then use triangulation to obtain fingertip depth
and velocity. Finally, we window and featurize these streams before passing them into our neural network
that produces touch predictions.

4.5 Featurization

From the depth signal produced by our �ngertip tracking algorithm, we derive several features. All
features are constructed as 1D windows of ~200 ms (160 frames), which captures the duration of a
touch event [3]; we detail the windowing in Section 4.6.

The �rst feature is the simplest and most obvious: we di�erentiate consecutive frames of the
depth stream to obtain a stream for �ngertip velocity. We also experimented with di�erentiating
the velocity stream once more to obtain acceleration, but the resultant stream was noisy and did
not improve model performance. Of all features, velocity was the most informative, which is why it
is the namesake of our system. Figure 4 also illustrates how our velocity signal best approximates
the signal of an IMU.

In addition to depth and velocity, we engineered three features we found improved performance.
For the �rst, we performed a cross-correlation of the depth window with a test signal that approxi-
mated the sharp corner and �at plateau of the depth signal on touch contact, allowing us to detect
these characteristic corners (Figure 4). The remaining two features identify regions of �atness and
fast change in the velocity signal. For the second, we took the velocity window and for each point
calculated the variance of the 80-nearest frames, capturing where the signal is �at. For the �nal
feature, we inverted and scaled this variance to magnify its smallest values, capturing where the
signal changes fast.

4.6 Machine Learning Architecture

To design our model architecture, we �rst looked to models used in prior work for detecting touch
from IMU signals, as even though our approach does not use an IMU, these systems also analyze
motion data to solve the same problem. When an IMU is worn directly on the �ngertip, the signals
are strong and low noise. For this reason, statistical features (e.g., max, variance) extracted from the
motion data are powerful enough to be used on their own in classical machine learning models like
support vector machines (SVMs) and random forests [14, 26, 38]. However, in early experiments
we found these techniques to perform poorly, perhaps due to the lack of clean, sharp spikes in our
velocity data, which motivated the need for a deep learning approach.

As noted earlier, our machine learning model operates on ~200 ms (160 frame) windows. Our
system treats the middle of the window as the "present" so functionally we predict 100 ms behind
real-time. This approach of predicting past output frames was inspired by the body pose tracking
literature [6, 33, 70], and o�ers a compromise between latency and accuracy. Features are scaled
before being passed into the model but are not otherwise normalized, preserving information about
absolute motion changes.
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